
Consuming the discovery service by the SDK 

Note: This isn’t an introductory document to the discovery service feature.  

This document aims to describe how the SDKs should implement the discovery service client-

side support, and why to implement it in the way described. 

If the reader isn’t familiar with the topic, it should first skim through the official documentation. 

 

The discovery service provides 3 types of queries:  

• Peer membership query – either channel scoped, or non-channel scoped (AKA “local”) 

• Config query 

• Endorsers query 

Let’s go over how the SDK should consume all queries: 

Peer membership query – This should be just an API call that would query the discovery service 

and return the list to the application layer.  

The motivation of exposing such a query to the application layer is: 

• You can build a monitoring app for your peers – present their endpoints, ledger height. 

• You can do pre-fetching of endorsers for the application layer – you can query for all 

peers in the channel, obtain all chaincode names (recall – only instantiated chaincodes 

are presented), and for each such chaincode – issue an endorsers query, and then you 

have a list of all peers by chaincode you want to send endorsement to before the 

application asked you to endorse a chaincode and told you about the chaincode, and 

therefore – you don’t need to issue an endorsement query → you get instant latency 

reduction on the expense of an additional query at app boot time.  

Config query – This returns the MSPConfig, along with endpoints of orderers. 

The orderers are grouped by their MSPs, although currently the endpoints are channel global 

and not org-scoped, this is done to prepare to what will be in the future, and also in order not to 

change the API in v1.3.  

For more details, see FAB-7559 

The MSPConfig can be used to bootstrap the (TLS) CA certificates, which are needed for TLS 

client side authorization of the server nodes (peers, orderers), and also verification and 

validation of signatures and identities of server nodes. 

However - if the SDK already has code that queries the peer, fetches the config block, and parses 

it – I see no reason to use that query for that, use it only for the orderer endpoints (if needed). 

 

 

 

 

http://hyperledger-fabric.readthedocs.io/en/latest/discovery-overview.html
https://jira.hyperledger.org/browse/FAB-7559


Endorsers query –  When using Fabric, what the application wants to do, is to: 

• Read the data on the blockchain in a consumable manner – execute chaincode and 

receive the response 

• Write data to the blockchain - send a transaction and make it persist on the blockchain 

and accepted by all parties in the channel.  

That’s it. (well, mostly – it’s also useful to know when/if the transaction is persisted) 

The application developer some of the time doesn’t even care how it’s done. 

The application developer most of the time wants it to be as easy as possible. 

So, the end goal is to present to the user an API that sends a transaction to the channel, without 

it needing to worry how, almost as it happens via “some kind of magic” 😉. 

The SDKs have a model in which you have a channel object, and you can add peers and orderers 

to that channel and then ask from the channel to send you a proposal, and you get back from 

the invocation – a set of proposal responses which you pass into a transaction call to send to the 

orderer.  

The set of peers and the orderering endpoints – can be obtained from the connection profile, or 

just be set programmatically via the API, and that’s where the discovery feature comes into play. 

Instead of obtaining the endorsers via the static connection profile, or via being supplied by the 

application layer itself – the SDK needs to issue an endorser query and then internally, in the 

channel object – it needs to find a set of peers to send the transaction proposals to.  

The discovery service conveys to the SDK the various combinations of endorsers via providing 2 

objects, lets call them Layouts, and Groups: 

• Layouts – combinations of principals that satisfy the endorsement policy, and their 

needed amount in the signature set of the endorsement (i.e how many peers needed) 

• Groups – mapping from the principals to peers.  

In practice, the principals are most likely going to be just organizations (as in the user-friendly 

example below, taken from the documentation website) but it also might not be the case, and 

therefore the peer represents each group by an arbitrary chosen string, i.e – “G0”, “G1”, etc. 

Layouts: [ 

     QuantitiesByGroup: { 

       “Org1”: 1, 

       “Org2”: 1, 

     } 

], 

Groups: { 

  “Org1”: [peer0.org1, peer1.org1], 

  “Org2”: [peer0.org2, peer1.org2] 

} 

 



In the example above, there is a single layout – meaning, there is a single combination of 
endorsement policy and you can infer that it’s Org1 AND Org2, and we need to pick 1 peer from 
org1 and 1 peer from org2, and we have 2 peers per org to pick from. 
Now, one might ask – but if we have several possibilities on how to pick the endorsers? How 

would we know we pick the best choice for the application?  

The answer comes down to: what is the criteria of picking a peer p over another peer q? 

We can express the selection strategy by via 2 functions: 

• Exclusion filter: Given a peer, do we even pick it? Maybe we want to skip it? 

a good example when we want to skip a peer and not pick it at all, is if the application 

layer or the SDK detected the peer is unreachable.  No point in picking it then, right? 

• Priority: which peers should we prefer to pick over others? I think we should take here 

into account things like their ledger height, because ideally, you’d not want to endorse 

on peers that are behind because the transaction will get an MVCC conflict. 

So, given these 2 above we now know how to pick peers: 

1) Run the exclusion filter over all groups, and remove the excluded peers 

2) Either pick a random layout and see if there are enough peers left from each group 

according to the quantities of peers needed for each group, or, if we want to be more 

thorough – sort all layouts according to the minimum ledger height and then pick the 

first layout that can be satisfied.  

Important note: We may want to let the users pass an implementation of their own for these 2 

objects and let the SDK use that instead. This way the application can convey additional 

decisions like load balancing policies. 

Also – we may want to have a smart and useful “default” for priority selection (i.e – combining 

ledger height and randomization) and express this default via method overloading – when the 

exclusion filters and priority selectors are given, use them. Otherwise – default to a “smart” 

default. 

Now, I think that by now – everyone reading this have realized that we really don’t want to 

offload this selection logic to the application layer. It’s just too much bother for the users and is 

too much complex. 

 

 

 

 

 

 

 



To summarize, the SDK needs to: 

• Add a configuration option for a “discovery peer” in the connection profile and at 

channel initialization. 

• Let the application layer not specify the orderers and peers for the channel, and 

instead let the channel initialize itself using either the discovery service’s config query 

or an SCC call to fetch the config block. 

• When the channel object is asked to send a proposal, it needs to use the discovery 

service to figure out which peers to send the proposals to, and to return the 

endorsements as it does now. 

It should not - return any information to the application that requires the application 

pick the peers on its own, or parse any kind of complex descriptor that comes straight 

out of the server side.  

It may, however - receive guidance from the application on how to pick the peers.   

I think it can be nice to have an option if the developer can just convey that a specific 

proposal is supposed to be used as a query, or it’s supposed to go to ordering (and 

then use the orderers from the config query)- but it’s orthogonal to the discovery 

service. 

• Provide an API to fetch peers in the scope of the channel and in a channel-less scope. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Appendix – chaincode to chaincode and collections. 

• Chaincode2chaincode: Although collections and chaincode-to-chaincode calls are 

supported on the server side, I don’t think we should incorporate them into the SDK API 

at v1.2 because they depend on the client knowing what chaincodes are being invoked 

transitively or directly by the first chaincode, and I think that asking the application layer 

for that information is a bit crude, and instead – the SDK should send an endorsement 

to the first chaincode, get back the response, and look what read and write sets it has 

(recall and beware – we added a capability in v1.2 that activates validation for 

transactions that only contain read sets!) and if there is a read/write set that has a 

different namespace – it should re-query the discovery service with a cc2cc query for all 

namespaces, while putting the first chaincode first and the others in some arbitrary 

order), and then use the endorsers from that response.  

I think this can be not implemented for v1.2 should the SDK team(s) decide they don’t 

have time for this. 

• Collections -  the above doesn’t apply for collections, because doing this for collections 

might make you accidently send data (i.e transient) to peers that aren’t authorized of 

receiving it, or would make chaincode simulation to fail (from obvious reasons).  

However – if the application has knowledge of the collection(s) that is (are) going to be 

used as a result of the chaincode invocation, it may send this information as part of the 

query to the discovery service, and it would take this information into account, and skip 

principal sets that are not “authorized” by the collection configuration. 

 


